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1. Introduction and Motivation 
 
Technologies for creating distributed object-oriented 

systems have evolved significantly over the last few years. 
While most early work focused on providing a functional 
abstraction (e.g., hiding specifics related to particular im-
plementations of a function, or particular hardware or oper-
ating system characteristics), recent work has focused on 
providing higher-level, non-functional system properties, 
such as fault tolerance, intrusion tolerance, performance, 
timeliness, and consistency. Work in this area has varied 
widely with respect to the level at which the quality of ser-
vice (QoS) is provided (e.g., network, operating system, 
middleware, or application) and the types of assurances that 
are provided to the user of the service. 

At the object level, one approach that has been used is to 
create a proxy, called a gateway, that masquerades as the 
remote object for which the quality of service is requested. 
The function of the gateway depends on the nature of the 
quality of service provided, as illustrated in the gateways 
presented in [Ami95], [Nah99], [Kal00], and [Sch01]. This 
paper describes an adaptable gateway that can provide a 
wide variety of quality-of-service properties through the 
creation of “handlers” that can be selected at run time. Cur-
rently available handlers provide fault tolerance, intrusion 
tolerance, and timeliness/consistency tradeoffs. Section 2 
gives an overview of the gateway architecture. Section 3 de-
tails the different handlers that provide the mentioned prop-
erties and some combinations of the properties. Finally, Sec-
tion 4 concludes the paper. 
 
2. Gateway Architecture 

 
The gateway is a CORBA servant that acts as a proxy 

between two objects, usually replicated, to provide a certain 
quality of service. Exchanges between replicated objects in-
clude: 

• state transfer information to ensure that all replicas of 
the same object maintain the same state at all times, 

• communication and voting protocols that are specific 
to each replication policy and provide reliable mes-

sage transmission, totally ordered messages across 
replicas, and automatic recovery from faults, and 

• sequential or FIFO ordering guarantees. 
 
Each replicated object has a dedicated gateway that gives 

every object the perception that it is talking to a single re-
mote application. The gateway provides a standard IIOP in-
terface to the local application and uses a group communica-
tion system to provide reliable multicast to remote objects.  
The group communication system used depends on the type 
of quality of service requested: Maestro/Ensemble [Hay98, 
Vay98] is used with handlers that provide fault tolerance 
and timeliness/consistency tradeoffs and an intrusion-
tolerant group communication system is used with the han-
dler that provides intrusion tolerance [Ram02].  A handler 
and a communication strategy implement each scheme in the 
gateway.  

The handlers are responsible for sending and receiving 
applications’ invocations to and from a remote object 
through the group communication system. There is one han-
dler for each remote object with which the local application 
is communicating. The handler, implemented as a CORBA 
DSI (Dynamic Server Interface) servant, acts transparently 
underneath the application and impersonates the remote 
CORBA object with which the application is communicat-
ing. Therefore, the application has no knowledge of the 
group communication system. 

Each handler in an object group is responsible for mar-
shalling gateway messages into group communication sys-
tem messages and then multicasting the messages to the 
other group members at the communication strategy’s re-
quest. The receiving handler unmarshalls group communica-
tion system messages received through group communica-
tion system callbacks, converts them into gateway messages, 
and forwards them to the communication strategy for proc-
essing. In addition, the object group members execute the 
state transfer from old object group members to new ones by 
collecting and relaying the application and gateway state. 

The handler’s architecture is shown in Figure 1. The 
handler’s communication strategy processes the messages 
received from the application and from the group communi-
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cation system. The strategy is the handler’s centerpiece; it 
makes the decisions on how to handle every message re-
ceived either from the application or from the group com-
munication system, decides where to cast/send the message 
in one of the object groups, and decides whether or not the 
message should be buffered or removed from the buffers. 

Each handler contains a reference to the DII Request 
Processor, which is a service object used for delivering mes-
sages to the application. 

Each gateway maintains its own naming service, which 
provides hash-table-based transient storage for name-to-
object bindings in a naming context. The reference to the 
application, the loaded handlers, and other useful compo-
nents are stored in this naming context. 

Handler and strategy factories construct the handlers and 
their communication strategies at initialization time. The 
factories register the handlers in the gateway’s naming ser-
vice under the handlers’ names, which are provided as com-
mand line arguments. 

 

 
Figure 1. Handler Architecture 

Finally, the starter factory is a service available for start-
ing processes. It is used at initialization time to start the ap-
plication process after the naming service is loaded and be-
fore the handlers are created.  

The gateway is implemented in C++ using the Adaptive 
Communication Environment (ACE) framework [Sch94] 
and TAO, the ACE ORB [Sch98]. 

 
3. Handlers and Communication Strategies 

 
Several handlers have been developed for the gateway 

architecture presented in the previous section. Some han-
dlers provide fault tolerance through active and passive rep-
lication (tolerating crash failures and value faults). Another 
handler provides intrusion tolerance through the combina-
tion of replication and cryptography (tolerating arbitrary 
faults). Finally, other handlers provide timeli-
ness/consistency tradeoffs combined with fault tolerance 
(tolerating crash and timing failures). The various handlers 
are shown in Figure 2 and will be detailed in this section. 

 

3.1 Handlers that Provide Fault Tolerance 
 
Two types of fault-tolerant replication techniques are 

currently: active and passive.  In active replication, all mem-
bers of an object group execute the method invoked on the 
object, whereas in passive replication, only one member of 
the object group, the leader, executes the method invoked on 
the group. 

Applications that use active handlers must be determinis-
tic, but determinism is not a requirement for passive han-
dlers. 
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Figure 2. Overview of Handlers 

 
  
We now detail the four handlers that provide active and 

passive replication. 
 
3.1.1 Active Replication with Pass-First Scheme 
 
In this scheme [Sab99], each replica in the source object 

group executes each invocation independently and sends 
each request/reply to the leader of the group. The leader is 
responsible for forwarding the first request/reply received to 
the destination object group. 

Three steps are used to transmit a message from one rep-
licated object A to another replicated object B. First, all ob-
jects in A make copies of the message and use reliable point-
to-point communication to send the messages to the leader 
of A. The second step consists of the leader multicasting the 
first received request in the object group that contains A and 
B. After receiving the multicast, the members of A can 
safely delete their copies of the message, while the members 
of B save their copies of the message and wait for total or-
dering. Finally, in order to ensure that all replicas of the re-
ceiver object group see requests in the same order, the leader 
of B multicasts the message locally in group B. Upon receipt 
of that last cast, each gateway deletes its copy of the mes-
sage received in step 2 and, if a reply is expected, delivers 
the message to the local application that is waiting for a re-
sponse. Buffering is used to enable data consistency among 
replicas and recovery from a leader crash failure. The active 
replication with pass-first scheme tolerates only crash fail-
ures. 

 

 



3.1.2 Active Replication with Leader-Only Scheme 
 
In this scheme, the leader processes input messages and 

sends its output messages to the destination object group. 
The other members will process input messages and gener-
ate output messages that are suppressed unless the member 
becomes the new leader upon failure of the old leader. 

Two steps are used to transmit a message from one repli-
cated object A to another replicated object B. First, all ob-
jects in A send out the same message and make local copies 
of it, but only the leader multicasts its message to the object 
group that contains A and B. The objects in A delete their 
local copies of the message when they receive the cast noti-
fication. In the scheme’s second step, which is necessary to 
ensure total ordering of the messages, the leader of B multi-
casts the received messages into group B. Upon receipt of 
that last multicast, each gateway deletes its copy of the mes-
sage received in step 1 and, if a reply is expected, delivers 
the message to the local application that is waiting for a re-
sponse. Buffering is used to enable data consistency among 
replicas and recovery from a leader crash failure. The active 
replication with leader-only scheme tolerates only crash fail-
ures. 
 

3.1.3 Active Replication with Majority Voting Scheme 
 
In this scheme [Ren01], each replica in the source object 

group executes each invocation independently and multi-
casts its request/reply in the group. The requests/replies from 
the members of the source object group are voted on; if and 
only if a majority of the requests/replies are bit-wise identi-
cal, the majority values are delivered to the members of the 
destination object group. The leader is responsible for for-
warding the voting results to the destination group. Each 
replica executes majority-voting algorithms independently in 
order to be able to take over from the leader if it fails. All 
replicas maintain information regarding the outcomes of 
votes, so any replica can become the leader in the event that 
the leader crashes. 

Three steps are used to transmit a message from one rep-
licated object A to another replicated object B. First, all rep-
licas in A send out the same message and multicast it to the 
source object group A. Upon receipt of this multicast, all 
replicas record the message in a buffer and check if a major-
ity of values has been reached for the message. In step 2, 
once a majority has been reached for the message, only the 
leader will forward the majority value to the object that con-
tains A and B. The third step, which is necessary for total 
ordering, consists of the leader of B re-multicasting the mes-
sage to group B. As before, buffering is used to enable data 
consistency among replicas and recovery from a leader crash 
failure. The active replication with majority voting scheme 
tolerates both value faults and crash failures. 

 
3.1.4 Passive Replication 
 
In this scheme [Rub00], only the leader of the object 

group executes each invocation and forwards the re-
quest/reply to the destination object group.  

Sending a request or reply is a three-step process for the 
leader. The first step consists of collecting the application 
state and either associating it with the message or saving it 

in stable storage.  Once the state has been collected, the mes-
sage, with or without the state attached, is multicast in the 
source object group, allowing non-leaders to buffer the 
leader’s state. The second step starts with the leader multi-
casting the message without state to the object group that 
contains A and B. The third step, which is necessary for to-
tal ordering, consists of the leader of the receiving group B 
re-multicasting the message in its object group. 

Because state is transferred after every message, all rep-
licas always have the most recent state of their leader. If 
there is a leader crash failure, the newly elected leader does 
not need to replay a sequence of messages to get a state con-
sistent with the old leader, and the application does not need 
to be deterministic. 

The passive replication scheme tolerates only crash fail-
ures. 
 
3.2 Handler that Provides Intrusion Tolerance 
 

The handler that provides intrusion tolerance is called 
the Sender-Based Majority Voting handler (SBMV) because 
the voting takes place in the source and destination groups 
when the request/reply is being sent to the other group. The 
algorithm assumes the presence of public key digital signa-
tures that are unforgivable and collision-resistant. In the first 
step, members of the source object group multicast the re-
quest and signature to all members of the group. The leader 
of the group then collects the messages, and, once a majority 
value for the request is reached, sends the request to the ob-
ject group that includes the source and destination object 
groups. At that stage the leader also appends all the signa-
tures that it received with the messages it used to determine 
a majority, to prove that the vote did occur. The receiving 
members then check the proof to ensure that the vote oc-
curred correctly in the sending group. Then, to ensure total 
ordering, the leader of that group multicasts the request to 
all members of the destination object group. The SBMV 
scheme tolerates arbitrary faults. 

 
3.3 Handlers that Provide Timeliness/Consistency 
Tradeoffs Combined with Fault Tolerance 

 
Handlers that provide timeliness and fault tolerance tar-

get two kinds of applications: 1) stateless applications in 
which the state of the replicas is static [Kri01], and 2) appli-
cations in which the state of the replicas is dynamic and may 
be modified as a result of requests from the clients [Kri02]. 
In the case of dynamic state, concurrent operations have the 
potential to introduce replica inconsistency. Therefore, if 
there is a dynamic state, our gateway handlers not only se-
lect replicas to service the clients, but also maintain replica 
consistency using a combination of immediate and lazy up-
date propagation. 

The replica selection is driven by the QoS requested by 
the clients. We target clients that have specific temporal and 
consistency requirements and allow them to express their 
requirements in the form of QoS specifications. A client ex-
presses its timeliness requirement by specifying its expected 
response time and the probability with which it expects its 
temporal constraint to be met. Failure to meet a client’s 
deadline results in a timing failure for the client. For replicas 
with dynamic state, the QoS model includes the consistency 

 



requirement in addition to the timeliness requirement. Our 
QoS model regards consistency as a two-dimensional attrib-
ute that consists of an ordering guarantee and a staleness 
threshold. The ordering guarantee is a service-specific at-
tribute for all the service’s clients. It applies to the order in 
which the servers will process their requests in order to pre-
vent conflicts between operations. We have developed 
gateway handlers that support sequential and FIFO ordering. 
The staleness threshold, which is specified by the client, is a 
measure of the maximum degree of staleness a client is will-
ing to tolerate in the response it receives. 

Our selection approach attempts to prevent the occur-
rence of timing failures for a client by selecting replicas 
from the available replica pool based on an understanding of 
the client’s QoS requirements and the responsiveness of the 
replicas. The client-side gateway handlers do the replica se-
lection. Each client handler has three main modules for this 
purpose: a replica selector, an information repository, and a 
timing failure detector. The client-side handler transparently 
intercepts a request from the client, and hands over the re-
quest to its selector module. The selector retrieves the rep-
lica list for the service from its information repository, and 
chooses the replicas to service the request based on the cli-
ent’s QoS requirements and the performance history of the 
replicas stored in the information repository. The handler 
then multicasts the request to the selected set of replicas 
through the group communication layer. Although multiple 
replicas may respond to a request, a client handler delivers 
to its client only the earliest response. These handlers toler-
ate both crash and timing failures. 

 
4. Conclusions 

 
This paper presents an overview of a CORBA gateway 

for providing adaptable system properties. The different 
components of the gateway architecture are described. The 
various handlers that provide fault tolerance, intrusion toler-
ance, and timeliness/consistency tradeoffs are detailed, and 
the relationships among them are explained. All the handlers 
are developed independently from each other. New handlers 
that provide other levels of quality of service can be easily 
developed as dynamic libraries and interfaced to the gate-
way without recompiling it. All handlers are implemented as 
objects derived from a common base class, which is the only 
interface required by the gateway. The gateway is configur-
able in the sense that only the handlers required by an appli-
cation are loaded at startup time. The handlers are loaded as 
services using the ACE service configuration file.  

In addition, the framework provides an object called the 
QoS requester and a dependability manager that can be used 
by the client application to request and update quality of 
service at runtime [Ren02]. The QoS requester allows the 
adjustment of attributes such as the number of crash failures 
and value faults to tolerate or the majority size to achieve 
when a vote occurs. Some requests will lead to the adjust-
ment of the number of replicas to provide the quality of ser-
vice requested. 
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